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What are autoencoders?

Neural networks are collections of nodes that learn to process data based on trained input and
output.

Here is a simple model of a neural network with two hidden layers:

Hidden 1

The nodes of the graph are known as "neurons”. Data is fed into the input layer, passes layer by
layer through the graph and ends up at the output layer.

We train the network in a three-stage process:

= Loss Compute the "loss” value based on the loss function, measuring how far the predicted
outputs are from the true labels.

= Backpropagation Calculate the gradient of the loss function with respect to each weight,
utilizing the chain rule to make it easier.

= Optimization Adjust weights to reduce loss and repeat the whole process.
An autoencoder is a neural network trained to reconstruct its input. It consists of:

= Encoder: Compresses input « into a latent vector z.
= Decoder: Reconstructs the input z from z.

The MNIST dataset is a collection of images of various digits (meant to be O to 9) and labels that
represent which digit class each image is from (4 or 6 or ...) Below, we have example output for
how an autoencoder trained on MNIST classifies test data.
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Introducing Errors and t-SNE

Real world data, especially that from telescopes, is susceptible to different types of error including
noise and rotation. We want to make sure that our autoencoder holds up despite these error
possibilities. We can simulate noise by flipping random bits in the image from O to 1 and vice-
versa (since it is a black and white image).

Below Is a depiction of how our autoencoder manages to denoise a noisy and rotated image.
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t-SNE (t-distributed Stochastic Neighbor Embedding) is a dimensionality reduction technique
used to visualize high-dimensional data in 2D or 3D.

= Preserves local structure of data.
= Effective for visualizing VAE latent space representations.
= Helps identify clusters and anomalies in reduced dimensions.

Why Use It:

= Latent vectors z € R"™ (e.g., n = 20) are hard to interpret.
= t-SNE projects them to 2D while preserving neighborhood relationships.

Latent Space Visualization using t-SNE
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Variation and Normalizing Flows

Variational Autoencoders (VAESs) treat the latent space probabilistically:

= Encode input as a distribution g(z|z) = N (u(z), o%(z))
= Sample latent vector using the reparameterization trick:

z=p+o-¢ e~N(01)

Applications:

= Enhancing VAEs by replacing simple prior with flexible flow-based prior.
= Modeling more expressive latent spaces for better anomaly detection.

Normalizing Flows are a family of invertible transformations that allow for complex, flexible
distributions to be learned from simple ones (e.g., Gaussian).

= Allow exact likelihood computation and efficient sampling.
= Stack of bijective transformations: zp — 21 — -+ — 2x
= Fach step transforms the distribution using a differentiable, invertible mapping.

Conclusion and Future Work

VAEs enable unsupervised anomaly detection by learning a generative model from the astronom-
ical data.

= Anomalies stand out due to high reconstruction error or low likelihood.

= VVAEs are flexible and applicable to many modalities including images, time series, and
tabular data.

Now that we have the ability to use normalizing flows and our variational autoencoder, all that is
left Is to incorporate astronomical data into the model.
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